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0. Introduction
The ray tracing method aims for producing realistic and high-quality images of a scene described by
geometric primitives such as triangles, spheres, etc. The basic idea is quiet simple and allows for
straight forward implementations of this technique on the computer. At its core is a set of rays, each of
which corresponding to one of the image’s pixels in the 1st order. These rays then are traced through
the scene we want to create an image of. For each ray-primitive pair an intersection test is performed.
If there are actually primitives that have a 3D point in common with the ray, we are to find out the
intersection point which is closest to the respective pixel, and for that point we need to evaluate the
(Phong) lighting equation. As a result, for each pixel we get its color, giving us a first impression of the
scene.
It is quiet obvious that the image based on this 1st-order-rays-only approach is far away from what
we consider ‘realistic’ and ‘high-quality’. For this reason, it is usual to also take higher than 1st order
rays into account. That is, for each ray the closest intersection point (if there is any) becomes the
origin of new rays; and for these rays the whole procedure also applies, yielding a hierarchy of rays for
each pixel. In this way, it is possible to incorporate reflection and refraction effects, making the image
appear more realistic.
As the computational amount of the entire procedure grows linearly with the number of pixels considered (and exponentially with the depth of the ray hierarchy for each pixel) and the complexity
of the scene, it becomes necessary to introduce efficient data structures that help reduce the overall
computational amount. Since the most expensive part of the ray tracing procedure is ray-primitive
intersection testing, an efficient traversal method for the scene is required. Amongst further algorithmically optimizations, this report also focuses on how to speed up computations by means of multi
processor architectures; multi-core CPUs and GPUs namely.
In Chapter 1 we give a brief introduction into the ray tracing procedure: we describe the ray tracing
approach, discuss methods for ray-primitive intersection testing, and repeat some basics of Phong’s
lighting model. In Chapter 2, we focus on data structures we have used in our codes. In Chapter 3
we introduce same basic concepts of GPU (graphics processing unit) programming (aka GPGPU). In
Chapter 4 we then examine some GPU kernels of our ray tracing program, and describe how to compile
the code and how to run the program. In Chapter 5 we give some benchmark results, comparing our
implementation for multi-core CPUs with a similar implementation using the GPU.

1

1. Ray Tracing—An Overview
The ray tracing procedure considers rays as well as geometric primitives interfering with these rays
as its elementary components for the image generation from both the geometric and the algorithmic
point of view. The ray itself is nothing else but a somehow distinguished point in 3D space (the ray’s
origin) and a propagation direction. Geometric primitives here refer to triangles (or even polygons, to
be more general), spheres, etc. describing the 3D geometry of the scene considered.
The idea is to understand the image as some kind of 2D array of pixels (see Fig. 1.1) [6],[7]. For
each pixel the color is determined by sending a ray through that pixel and find out the geometric
primitive which has a 3D point in common with the ray and which is the closest one with respect to
the pixel’s position in 3D space. If such an intersection point can be found, the color of the associated
pixel in 1st order follows from evaluating the (Phong) lighting equation for the intersection point. If no
intersection point with any of the primitives can be found, then the pixel color is set to the background
color of the scene.
In order to obtain realistic and high-quality images, this procedure is extended such that intersection
points themselves act origin of higher than 1st order rays which then are traced through the scene the
same way as the 1st order rays. In this way it becomes possible to incorporate reflection and refraction
into the image generation procedure.

v
w
o
u
Pixel

Ray
Scene

Image/Screen

Figure 1.1.: Tracing the ray through the scene. The geometric primitive (here a triangle) which is the closest one determines
the respective pixel’s color.
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1.1. Rays and Triangles

1.1. Rays and Triangles
As suggested by its name, rays are at the core of the ray tracing method. Given a somehow distinguished point in 3D space (the one pointed to by o in Fig. 1.1, for instance) and another point p 6= o
(the point we want to look at from o, for instance), then the ray r can be defined as [6],[7]
r = o + t(p − o) = o + td ,

t ∈ R+

(1.1)

with o being its origin, and d = p − o being its propagation direction. With respect to ray tracing, the
origin o for the 1st order rays is given by the origin of the eye coordinate system, depicted in Fig. 1.1
(the local coordinate system with {u, v, w } as its basis), and the propagation direction computes as
the difference vector of the pixel’s coordinates and the ray’s origin o. For higher than 1st order rays,
the ray’s origin is set to the intersection point with the geometric primitive found to be the closest one.
The propagation direction depends on the context (reflection, refraction, etc.).
Although the scene, the image should be created from, may be build up of any kind of geometric
primitives (triangles, spheres, etc.), we restrict our considerations to scenes consisting of triangles only.
The reasons for that are quiet simple:
• any 3D geometry can be constructed/approximated by means of triangles only, and
• computer programs need to be optimized for just one kind of primitive.

When tracing the ray through the scene, we are to perform intersection tests with all of the scene’s
triangles—at this point, we do not consider optimized data structures allowing to skip triangles which
in fact have no intersection point with the ray at all. For that we assume the triangles ∆i be given
by 3 different points a, b, c in 3D space, and a normal vector n i for each of these points (these
normals are necessary for evaluating the (Phong) lighting equation; see Sec. 1.2); that is, ∆abc =
(a, b, c, n a , n b , n c ). The intersection point between ray and triangle (if there is any) follows from
solving
o + td = a + β(b − a) + γ(c − a) , β, γ ≥ 0 , β + γ ≤ 1
(1.2)
for t, β, γ. With Eq. (1.2) we introduced so-called barycentric coordinates α := 1 − β − γ, β, γ. The
right hand side of Eq. (1.2) simply expresses each point within the triangle ∆abc as linear combination
of the vectors b − a and c − a with a as reference point.
From Eq. (1.2) we get (|X| means the determinant of matrix X )

β = |A|−1

dx
dy
dz

ax − o x
ay − oy
az − o z

ax − c x
ay − cy
az − c z

−1

dx
dy
dz

ax − bx
ay − by
az − bz

ax − o x
ay − oy
az − o z

γ = |A|

,

(1.3a)

,

(1.3b)
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with

|A| =

dx
dy
dz

ax − bx
ay − by
az − bz

ax − c x
ay − cy
az − c z

.

(1.3c)

α = 1 − β − γ can be deduced from β and γ. For β, γ ≥ 0 and β + γ ≤ 1 the intersection point between
ray and triangle follows from Eq. (1.2). Similarly,

t = |A|

−1

ax − o x
ay − oy
az − o z

ax − bx
ay − by
az − bz

ax − c x
ay − cy
az − c z

(1.3d)

can be used to determine the intersection point between ray and triangle using the parametric form
(1.1) of the ray.

1.2. Evaluation of Phong’s Lighting Equation
With the barycentric coordinate representation of the intersection point between ray and triangle, we
are able to evaluate Phong’s lighting equation [6],[7],[5]:
I (i, j) =

X
m∈{visible light sources}

I m · K D cos Θm + I m · K S cos p αm
2
c1 + c2 rm + c3 rm

+ IAKA ,

(1.4)

where
• I m refers to the RGB intensity of light source m (the RGB vector notation is a short form for
(I mr , I mg , I mb )),
• I A is the RGB intensity of the ambient light (again in RGB vector notation),

• K A,D,S are material properties of the triangle associated with the intersection point that is currently considered (again in RGB vector notation); A—ambient, D—diffuse, S—specular,
• cos Θm is the angle between the normal vector n of the triangle surface at the intersection point
h = o + td (hit point) and the vector l m from the intersection point h to the position of the m-th
light source (see Fig. 1.2),
• cos αm is the angle between the inverse view direction a and the vector l 0 (being the ideal
reflection of l on n; see Fig. 1.2),
• p is the Phong exponent for specular reflection, and
• rm is the distance from h to l m .

The RGB value I (i, j) then defines the RGB color of pixel (i, j).
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1.3. Reflection and Refraction

n
l

l'

a

h

Figure 1.2.: Illustration of the geometry for the evaluation of Phong’s lighting equation.

According to Fig. 1.2 the following relations hold (〈x , y〉 is the dot product in 3D space, that is,
P3
〈x , y〉 = n=1 x n yn ; we assume l m , l 0m and a be normalized):
cos Θm = 〈l m , n〉 ,
cos αm =

〈l 0m , a〉

(1.5a)

= −〈l m , a〉 + 2〈n, a〉〈n, l m 〉 .

(1.5b)

The surface normal n of the triangle ∆abc at h = h(a, b, c, α, β, γ) can be interpolated between the
normal vectors n a , n b , n c of ∆abc using the barycentric coordinates:
n=

αn a + βn b + γn c
||αn a + βn b + γn c ||

,

α = 1 − β − γ.

(1.5c)

1.3. Reflection and Refraction
It is quiet simple to add reflection to the ray tracing procedure presented up to now. The idea is to
consider the intersection point with the triangle as the new origin of the reflection ray r 0 , that is,
o 0 = h. The propagation direction d 0 = d − 2〈n, d〉n of r 0 can be found geometrically as depicted in
Fig. 1.3 (here we also assume d, n and b be normalized) [6],[7].
Given a ray r = o + td, the respective reflection ray r 0 thus is given by
reflection ray:

r 0 = h + td 0 = h + t(d − 2〈n, d〉n) .

(1.6)

If the associated triangle has a non-zero specular reflection coefficient K S , for the reflection ray the
ray tracing procedure need to be applied, too. As a result, a hierarchy of higher than 1st order rays is
created recursively.
Similar considerations apply for the refraction ray r 00 , assumed that the triangle has a non-zero
transparency τ (dielectric medium). Here the propagation direction of the refraction ray follows from
Snell’s law, whereas the origin of the ray is again the intersection point h with the triangle considered.
From Fig. 1.3 it can be seen that d 00 = b sin φ − n cos φ. With d = b sin Θ − n cos Θ we can solve for b
yielding b = (d + n cos Θ)/ sin Θ. We then get d 00 = (sin φ/ sin Θ)(d + n cos Θ) − n cos φ. Using Snell’s
5
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n
d'= d - 2 n,d n
d

reflection

n1
b

h
n2

refraction
d''

Figure 1.3.: Illustration of the geometry for reflection and refraction.

law n1 sin Θ = n2 sin φ, we get
00

d =

n1
n2

(d + n cos Θ) − n cos φ =

n1
n2

È
(d + n cos Θ) − n

1−

n21
n22


1 − 〈n, d〉2 ,

(1.7a)

p
where
in
the
previous
step
we
replaced
cos
φ
=
1p
− sin2 φ. Using Snell’s law, this can be written as
p
p
2
2
2
2
2
2
1 − (n1 /n2 ) sin Θ = 1 − (n1 /n2 )(1 − cos Θ) = 1 − (n21 /n22 )(1 − 〈n, d〉2 ) , giving Eq. (1.7a). The
refraction ray thus is
refraction ray: r 00 = h + td 00 .
(1.7b)
As for transparent mediums the lower order ray splits up into the reflection ray and the refraction
ray, energy conservation1 requires the contribution of the reflection ray and the refraction ray to the
lower order ray’s light intensity to sum up to 1. This amounts to introduce the so-called reflectivity
coefficient R(Θ) which is (using Schlick’s approximation for n1 = 1—air) [6],[7]
R(Θ) = R0 − (1 − R0 )(1 − cos Θ)5 ,

R0 =



n2 − 1

n2 + 1

2

.

(1.7c)

For the case that the number under the square root in Eq. (1.7a) is negative, total reflection occurs
and R(Θ) = 1. Also an important point to note is that the intensity of the refraction ray decreases
exponentially with the distance the refraction ray moves within the dielectric medium.
With Eq. (1.4), we finally get
Ĩ (i, j) = I (i, j) + R(Θ) · RGB(r 0 ) + (1 − R(Θ)) e−c4 r̄ · RGB(r 00 ) .
1

6

(1.8)

Energy conservation need to be understood in ‘inverse’ direction as we follow the rays through the image’s pixels back to their
roots.

1.4. Ray-Box Intersection—The Slab Method
Here, c4 refers to the exponential decay factor, and RGB(r) indicates the recursive call of the ray tracing
procedure for ray r.

1.4. Ray-Box Intersection—The Slab Method
In order to determine the RGB value of each of the image’s pixels, we are to test for intersections
between the respective rays and all the triangles in the scene. By means of a brute force approach, the
computational amount thus increases linearly with the number of pixels and the number of triangles.
Further, the depth of the recursion due to reflective and transparent triangles results in an exponential
increase of the computations. As will be described in Chapter 2, using appropriate data structures for
the scene traversal process, it becomes possible to significantly reduce the number of computations. A
simple but efficient approach is to divide the scene into disjoint sub-volumes containing a subset of the
scene’s triangles, each, and to repeat this procedure within these boxes recursively until, for instance,
a minimum volume of the box is reached. In this way we get a hierarchy of bounding boxes which
allows for an efficient traversal of the scene.
Besides testing some triangles over the course of the traversal, the ray has to be also tested for
intersection with these bounding boxes. A well suited method for that purpose is the so-called slab
method [3],[6],[7]. Given a box, characterized by minimum and maximum values for x, y and z,
hereafter referred to as min = (x min , ymin , zmin ) and max = (x max , ymax , zmax ), the idea is as follows: We
introduce the two variables t near and t far and initialize them to t near = −∞ and t far = +∞. In the first
step we determine the intersection points between the ray and the x = x min slab and the x = x max slab,
respectively, say t 1x and t 2x . We set t near to the minimum distance and t far to the maximum distance
of the two ||t 1x − o|| and ||t 2x − o|| (here o is the ray’s origin). In the second step we determine the
y
intersection points between the ray and the y = ymin slab and the y = ymax slab, respectively, say t 1
y
y
y
and t 2 . Again we compute the distances ||t 1 − o|| and ||t 2 − o||, and set t near to the smaller of the
two if t near thus becomes larger, and t far to the larger of the two if t far thus becomes smaller. For the
z = zmin slab and z = zmax slab the procedure is exactly the same. Finally we are left with two values
of t near and t far . The ray intersects the box if and only if t near ≤ t far .
For the 2D case the method is illustrated in Fig. 1.4.
Intersection: tnear < tfar
Step 1
Box

Step 2
Box

tfar

tnear
Ray

no Intersection: tnear > tfar
Step 1
Box

tfar

Box

tfar

tnear tfar

tnear

tnear
Ray

Step 2

Ray

Ray

Figure 1.4.: Illustration of the slab method for the 2D case.
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2. Data Structures
Before actually implementing the ray tracing procedure it is important to first give thought to data
structures which later will help us write clean and efficient code. Our considerations in this respect
range from primitive data type definitions including operations on these data types, to complex data
structures that match the functional requirements of both our algorithms and the hardware the algorithms are executed on.

2.1. Primitive Data Types
As almost all operations in computer graphics deal with 3D vectors, three-component color variables
and data structures representing geometric primitives, we first introduce vector data types
typedef struct vec3 vec3;
typedef struct rgbf rgbf;
typedef struct rgb rgb;
struct vec3 {
float x,y,z,w;
} __attribute__((aligned(16)));
struct rgbf {
float r,g,b,alpha;
} __attribute__((aligned(16)));
struct rgb {
unsigned char r,g,b;
} __attribute__((packed));

//
//
//
//
//
//
//
//
//
//
//

vec3 actually has 4 components since
SSE registers are 128−bit wide, and
also because on the GPU there are no
3−component float textures (we cast
vec3 to __m128 for computations
using SSE, and to float4 for
computations on the GPU. Similar
considerations made the rgbf data
type contain 4 float components.
the rgb data type is not critical
and thus has 3 components only.

with constructors, for instance,1
inline __host__ __device__ vec3 make_vec3(const float x, const float y,
const float z, const float w = 0.0f) {
vec3 temp; temp.x = x; temp.y = y; temp.z = z; temp.w = w;
return temp;
}

and operations defined on these data types, for instance,
inline __host__ __device__ vec3 crossProduct(const vec3 v, const vec3 w) {
return make_vec3(v.y ∗ w.z−v.z ∗ w.y,v.z ∗ w.x−v.x ∗ w.z,v.x ∗ w.y−v.y ∗ w.x);
}

All primitive data types and operations are defined in datatypes.h and datatypes_sse.h.
1
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The __host__ and __device__ function type qualifiers tell the compiler to compile this function for both CPU and GPU.

2.2. Complex Data Types: Triangles, Boxes, . . . , Rays & Light

2.2. Complex Data Types: Triangles, Boxes, . . . , Rays & Light
Besides the primitive data types we also introduced complex data types which are composed of primitive ones. Triangles, for instance, are made up of 3 vertices,
typedef struct triangle triangle;
struct triangle {
vec3 a,b,c; // vertices
};

and for each triangle there is a material data type
typedef struct triangleMaterial triangleMaterial;
struct triangleMaterial {
vec3 na,nb,nc;
vec3 ta,tb,tc;
unsignedInt materialIdx;
float dummy_1,dummy_2,dummy_3;
};

//
//
//
//
//

normals,
texture coordinates,
and an associates material id
make the size of ’triangleMaterial’
be a multiple of 16 bytes.

containing 3 normals , 3 texture coordinates, and an identification number allowing to look up material
properties of the triangle. Materials themselves are stored using the data type material.
Further complex data types we defined for our computations are: box (containing min and max
extent of the box as well as child-ID and skip-ID), ray (containing the origin of the ray, its propagation
direction and its inverse propagation direction) and light (containing the position of the light source
and its color). For all data types we have constructors for their creation. Operations on these data
types make sense for the ray only (see Section 4.2 and 4.3).

2.3. Scene Partitioning Using an Octree
As mentioned at the very beginning of this report, tracing a ray through the scene and finding the
triangle which is the nearest one within a set of triangles having a 3D point in common with the ray,
each, is of complexity O(n), if n is the number of triangles in the scene. With increasing number of
pixels (and thus rays) computations are going to take a huge amount of time. The good news is that
it is not necessary to test all triangles for intersection with the ray [6],[7]. If we divide the scene up
into 8 disjoint sub-volumes corresponding to the 8 octants of the Cartesian coordinate system with its
origin in the middle of the scene, and if we represent these sub-volumes by axis aligned (bounding)
boxes (AABB), we can sort all triangles into these boxes and then test for ray-box intersection first
before testing for ray-triangle intersection with the triangles in the boxes. If we repeat this procedure
within the sub-volumes recursively (until, for instance, a minimum box volume is reached), we obtain
a so-called octree. For a given ray, finding the nearest triangle in the scene which has a 3D point in
common with the ray then means to traverse the octree and to consider only those sub-volumes for
which there is an intersection point between the associated box and the ray. At the end we are left
with ray-triangle intersection testing for O(log n) triangles.
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2. Data Structures
In order to make this approach be applicable for GPU computations (on today’s GPUs recursion is not
supported) we need to translate the recursive structure of the octree into a non-recursive one. Figure
2.1 illustrates our approach using a binary tree (the procedure is similar for the octree).
0

0

1
3

2
4

5

1
6

3

2
4

FIN

FIN

5

FIN
6

FIN

0

FIN

1

3

4

2

5

6

FIN

child (ray-box intersection)
skip (no ray-box intersection

Figure 2.1.: Schematically illustration of translating a binary tree into a pre-ordered list of tree nodes.

The idea is quiet simple: each node of the tree has a pointer to one of its children, and a second
pointer to its successor node on the same level of the tree. With respect to ray-box intersection testing,
the traversal is along a pointer to the child box (child-edge) if there is an intersection point, and
otherwise it is along the pointer to the successor node on the same level (skip-edge), allowing to skip
the entire subtree for which the current node would have been the root node. Each node thus has
out-degree 2 and in-degree ≥ 1. The traversal finishes if either the child-edge or the skip-edge brings
us to a somehow distinguished node, say, the FIN-node, signaling the finish status. Hereafter, we want
to refer to this data structure as ‘pre-ordered-linked-skip-list’.
In our implementations for both the CPU and the GPU, nodes are represented by boxes (see Section
2.2) which store their spatial extent as well as the pointers to the child and the successor box on the
same level of the tree. On the GPU, loads from the respective data structure are realized by means of
texture memory (see Section 3).
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3. CUDA Programming—
A Brief Introduction to GPGPU
Using graphics processing units (GPUs) for non-graphics applications has been found to be a viable
alternative to traditional parallel computing using standard (multi-core) CPUs. With the introduction
of the CUDA programming API on the software side, and the unified compute architecture (based
on unified shaders as hardware abstractions of the special purpose shader units on legacy GPUs) in
2008/2009, general purpose computation on GPUs (aka GPGPU) attract wide interest due to extremely
high compute performance of today’s GPUs and low acquisition and maintenance costs of the graphics
hardware.
Although there is at least the OpenCL API as an alternative to Nvidia’s proprietary CUDA API, the
CUDA programming approach still appears to be the best choice for GPGPU due to an extremely wide
developer community, and continuous and excellent support by Nvidia itself. We therefore use CUDA
for our software project.

3.1. The CUDA Programming Model
CUDA extends the C programming language by a set of instructions and library routines which allow
the programmer to easily express parallelism on different levels of granularity going down up to one
thread per (abstract) operation [4]. CUDA assumes computational tasks, which allow for inherent
parallelism, to be outsourced to the GPU which then works as co-processors to the host system.
At its core are three key abstractions: a hierarchy of thread groups, shared memories, and barrier
synchronizations. For almost all CUDA programs, the approach is to map data level and/or thread level
parallelism onto groups/blocks of threads, with each group allowing for intra-group synchronizations
and intra-group data sharing. Within these thread groups (forming a grid of thread groups) threads
can request for their (unique) thread-ID as well as for the (unique) ID of the thread group they belong
to. Computations across the elements of a vector, a matrix or a field thus can be assigned to certain
threads using their thread-ID and group-ID for identification.
Computations to be performed by each CUDA thread need to be defined in so-called ‘kernels’, which
are standard C functions except for they are defined as __global__, allowing the compiler to separate
code that should be executed by the host system from code that should execute on the GPU. Kernels are
executed N times in parallel on the graphics card by N different CUDA threads, as opposed to only once
like regular C functions. A CUDA thread therefore corresponds to a copy of the kernel, which in terms of

11
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thread-level parallelism executes independently from other threads, with its own instruction operands,
and data and register states. Kernel invocations from within the host code require the programmer
to specify the grid geometry and the group geometry, that is, the number of thread groups and the
number of threads within each group: kernel<<<gridGeometry, groupGeometry>>>().
The following sample performs an (N × N )-matrix addition, using one CUDA thread per matrix
element:
// kernel definition
__global__ void addMat(float A[N][N],float B[N][N],float C[N][N]){
// blockIdx.[x,y]: group−ID within the 1−,2−dimensional grid
// blockDim.[x,y]: extent of the group in 1−,2−direction
// threadIdx.[x,y,z]: thread−ID within the 1−,2−,3−dimensional group
unsigned int i=blockIdx.x ∗ blockDim.x+threadIdx.x;
unsigned int j=blockIdx.y ∗ blockDim.y+threadIdx.y;
if((i<N)&&(j<N)) C[i][j]=A[i][j]+B[i][j];
}
// main function
int main(){
...
// 2−dimensional grid and 2−dimensional groups
dim3 group(16,16);
dim3 grid((N+block.x−1)/block.x,(N+block.y−1)/block.y);
// kernel invocation
addMat<<<grid,group>>>(A,B,C);
...
}

At first, each thread that executes the kernel computes its ID (here the row index i and the column
index j), and then, if i < N and j < N , adds up the matrix elements Ai j and Bi j and assigns the sum to
Ci j .

3.2. Nvidia’s Tesla Architecture
Almost all CUDA programs map data parallel computational tasks onto a customized grid of thread
blocks making the corresponding CUDA threads perform a set of operations on appropriate data [4]. To
have these operations being executed as fast as possible, we need to know how the graphics hardware
processes CUDA threads. We therefore consider Nvidia’s Tesla architecture built around a scalable array
of multi-threaded ‘streaming multiprocessors’. Each of these multiprocessors consists of 8 or 32 ‘scalar
processors’ (depending on the underlying hardware), a set of special function units for transcendentals,
one or two multi-threaded instruction units (thread schedulers), and on-chip shared memory.
When a CUDA program on the host CPU invokes a kernel, the blocks of the corresponding grid are
enumerated and distributed to multiprocessors with available execution capacity. The threads of a
thread block execute concurrently on one multiprocessor. As thread blocks terminate, new blocks are
launched on the vacated multiprocessors. Depending on the geometry of the thread blocks, each multi-
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processor is able to schedule up to 1024 or 1536 CUDA threads in a concurrent manner (depending on
the underlying hardware), distributed over up to 8 thread blocks. Step-by-step, these threads, grouped
into so-called ‘warps’ (made up of 32 threads), are mapped onto the multiprocessor’s scalar processors,
which execute them in parallel.
To minimize idle cycles of its scalar processors, the multiprocessors’s thread scheduler(s) continually
switch(es) between different warps in order to always have threads that are ready for execution while
other threads run idle.
In a certain sense, this way of scheduling CUDA threads is necessary to compensate for the usually
non-cached global memory. If the number of threads exceeds the number of scalar processors, idle
cycles due to memory request become negligible and the graphics card performs at its best.

3.3. Using Texture Memory
Main memory accesses on the GPU can slow down an application significantly if they are such, that
CUDA threads within the same warp request data that cannot be loaded in a coalesced manner,1 and
in addition memory loads are usually non-cached. Since memory accesses in our ray tracing program
are rather irregular, we decided to use texture memory for read-only loads.
The term ‘texture memory’ is somewhat misleading, as it is no separate memory but the main memory plus an instruction on how to interpret the data that should be loaded. The advantage of texture
memory is, that loads are sped up by means of the texture cache, allowing several CUDA threads access the same word (several times) without reloading the respective data from main memory again
and again.
Using texture memory in CUDA is relatively simple. At first data in main memory need to be allocated:
#define SIZE_X 1024
#define SIZE_Y 1024
float4 ∗ d_ptr;
cudaMalloc((void ∗∗ )&d_ptr,SIZE_X ∗ SIZE_Y ∗ sizeof(float4));

In a second step the texture reference variable need to be declared at file scope:
texture<float4,2,cudaReadModeElementType> t_ptr;

The first argument of the texture descriptor specifies the type of data that is return when the texture
is read (fetched). The second argument specifies the dimensionality of the texture (here we want the
linear memory be interpreted as 2D array). The third argument is the read mode: cudaReadMode
ElementType states that no data conversion is applied when the texture is read.
In a third step the texture need to be bound to main memory:
cudaChannelFormatDesc channelDesc = cudaCreateChannelDesc<float4>();
1

Coalesced memory access means, that for CUDA threads within the same warp memory loads are merged into one or two
loads only instead of several independent loads. For this to work, CUDA threads within the same warp need to concurrently
access words which are located serially in main memory.
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cudaBindTexture2D(NULL,t_ptr,d_ptr,channelDesc,
SIZE_X,SIZE_Y,SIZE_X ∗ sizeof(float4));

The channel format descriptor contains information on how the data has to be fetched and of what data
type the data is. The channel format descriptor is one of the arguments of the cudaBindTexture2D()
function which actually binds the texture to the main memory portion pointed to by d_ptr. The last
three arguments specify the geometry of the 2D texture.
Now the texture can be read from within any of the CUDA kernels using tex2D(). If, for instance,
we want the z-component of the element which is in the 5th column and the 21th row, we need to
write (in C, indexing starts with 0)
__global__ kernel() {
...
float z = tex2D(t_ptr,4,20).z;
...
}
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4.1. GPUgetNearestTriangle()
The GPUgetNearestTriangle() kernel is at the core of our ray tracing program for both the GPU
and the CPU implementation. As for the CPU it is almost the same as for the GPU, except for we
cannot use texture memory on the CPU side, since not provided, we focus on the GPU implementation
hereafter. The kernel is of __device__ type since it is called from within other GPU kernels.
Within the kernel we start off at the root and for each node (also for the root node) we test all boxes
associated with node for ray box intersection. If the intersection test is positive we consider all triangles
within the respective box for ray triangle intersection, and for the overall nearest triangle we store the
box identification number (boxId) within the octree and the triangle identification number within the
respective box (id). If the ray-box intersection test gives a false, we skip the box and thus the entire
subtree with this box as the root node. For the traversal of the octree we use our pre-ordered-linkedskip-list data structure to overcome moving along the recursive structure of the octree each time the
octree is traversed (see Section 2.3).
At the end of the traversal we either have a ‘valid’ tuple of box identification number (boxId) and
triangle identification number (id) within that box, or we still have boxId and id be equal to their
initial value which we set to 0xFFFFFFFF (the largest 32-Bit unsigned int value; there is no box
nor a triangle with that value as identification number, thus making 0xFFFFFFFF represent the ‘invalid’ identification number) each. The return values of the kernel then are boxId, Id and a valid
hitPoint (if there is any). The hit point variable is stored as vec3, where the first component contains the distance between the ray’s origin and the hit point itself, the second and the third component
contains the barycentric coordinates β, γ.
Listing 4.1: GPUgetNearestTriangle() kernel for finding the overall nearest triangle within the scene for a given ray
r. We use our pre-ordered-linked-skip-list data structure for the traversal (see Section 2.3).

...
#define _EPS 0.001f
...
static float4 ∗ d_boundingBoxes;
static texture<float4,2,cudaReadModeElementType> t_boundingBoxes;
...
__device__ void GPUgetNearestTriangle(const ray ∗ r,unsignedInt ∗ boxId,
unsignedInt ∗ id,vec3 ∗ hitPoint) {
float distanceToBox;
vec3 newHitPoint;
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unsignedInt currentBox = 0, temp;
while(true) {
distanceToBox = GPUrayBoxIntersection(r,currentBox);
if(!GPUinBox(currentBox,r) &&
(distanceToBox < 0.0f || distanceToBox > hitPoint−>x)) {
// the y−component contains the skip−id of the next box
currentBox = __float_as_int(tex2D(t_boundingBoxes,2,currentBox).y );
if(currentBox == 0)
break;
} else {
// the w−component contains the number of triangles within the box
temp = __float_as_int( tex2D(t_boundingBoxes,2,currentBox).w);
for(unsignedInt k=0; k<temp; k++) {
newHitPoint = GPUrayTriangleIntersection(r,currentBox,
k,_EPS,hitPoint−>x);
if(newHitPoint.x > 0.0f) {
( ∗ hitPoint) = newHitPoint;
( ∗ boxId) = currentBox;
( ∗ id) = k;
}
}
// the z−component contains the id of the next child
currentBox = __float_as_int( tex2D(t_boundingBoxes,2,currentBox).z );
if(currentBox == 0)
break;
}
}
}

The traversal itself is placed into an ‘infinite’ loop. According to Chapter 2, our pre-ordered-skiplinked-list data structure can be mapped onto a directed graph with all vertices having well defined
successors (the skip box and the child box; see Chapter 2); in particular, all vertices have out-degree
2 and in-degree ≥ 1. The crux of this data structure is, that vertices which actually would have no
successor are pointing back to the root. Except for these cycles the graph does not contain any cycle.
If we would forget about these back-to-the-root edges, the graph would be a DAG. With respect to
the traversal, the latter point ensures that the loop does not stuck, since the algorithm terminates if
back-to-the-root edges are taken into account.
Kernel calls in Listing 4.1 that are set in bold face are considered in subsequent Sections, except for
the GPUinBox() kernel. The GPUinBox() kernel is used to determine whether the current ray has
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its origin in the currently considered box. If so, we cannot skip this box even if the distance returned by
slab method is larger than the distance to the nearest triangle we have found so far. The point is, that
within the current box there might be triangles which are closer to the ray’s origin than the triangle
found so far. 1

4.2. GPUrayBoxIntersection()
The GPUrayBoxIntersection() kernel implements the slab method [3],[6],[7] described in Section 1.4. The return value of this kernel is either −1 if the ray and the box do not intersect, or it is
equal to the distance between the ray’s origin and the intersection point represented by t near . Due to
numerical imprecision, we introduce a lower bound for the value of t near in order to not have the kernel
find an intersection point between the ray and the surface the ray has its origin onto (this becomes
important for higher order rays).
Listing 4.2: GPUrayBoxIntersection() kernel implementing the slab method.

#define _MIN(X,Y) (X<Y ? X : Y)
#define _MAX(X,Y) (X>Y ? X : Y)
#define _EPS 0.001f
__device__ float GPUrayBoxIntersection(const ray ∗ r,
const unsignedInt boxId,
const float4 ∗ d_boundingBoxes) {
// min and max values for the box extent are stored as 0th and 1st
// elements of the float4 2D texture
vec3
bMin = make_vec3(tex2D(d_boundingBoxes,0,boxId)),
bMax = make_vec3(tex2D(d_boundingBoxes,1,boxId));
// x−slab intersections
float t1 = (bMin.x−(r−>origin.x))∗(r−>inverseDirection.x);
float t2 = (bMax.x−(r−>origin.x))∗(r−>inverseDirection.x);
float tnear = _MIN(t1,t2);
float tfar = _MAX(t1,t2);
// y−plane intersections
t1 = (bMin.y−(r−>origin.y))∗(r−>inverseDirection.y);
t2 = (bMax.y−(r−>origin.y))∗(r−>inverseDirection.y);
tnear = _MAX(tnear,_MIN(t1,t2));
tfar = _MIN(tfar,_MAX(t1,t2));
// z−plane intersections
t1 = (bMin.z−(r−>origin.z))∗(r−>inverseDirection.z);
t2 = (bMax.z−(r−>origin.z))∗(r−>inverseDirection.z);
tnear = _MAX(tnear,_MIN(t1,t2));
1

This situation actually can occur, as we store triangles which do not fit into any child box in the node itself. Since each of these
triangles has intersection points with at least one child box associated with that node, it is not guaranteed that the intersection
point between the ray and that triangle is the closest one if the intersection point between the ray and the child box(es) is
farther away. In these cases we have to also check all triangles in the child box(es).
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tfar = _MIN(tfar,_MAX(t1,t2));
return (tnear > tfar || tnear < _EPS ? −1.0f : tnear);
}

4.3. GPUrayTriangleIntersection()
The GPUrayTriangleIntersection() kernel computes the barycentric coordinates for ray-triangle
intersection (if there is an intersection point). It also computes the distance between the ray’s origin
and the intersection point. For the computation we make use of writing the determinant of matrix X
as dot product of, for instance, the 1st column with the cross product of the 2nd and 3rd column.
Listing 4.3: GPUrayTriangleIntersection() kernel.

#define TRIANGLE_UNIT_SIZE 3
__device__ vec3 GPUrayTriangleIntersection(const ray ∗ r,
unsignedInt boxId,
unsignedInt id,
const float minDistance,
const float maxDistance,
const float4 ∗ d_triangles) {
vec3
tA = make_vec3(tex2D(d_triangles,TRIANGLE_UNIT_SIZE ∗ id+0,boxId)),
tB = make_vec3(tex2D(d_triangles,TRIANGLE_UNIT_SIZE ∗ id+1,boxId)),
tC = make_vec3(tex2D(d_triangles,TRIANGLE_UNIT_SIZE ∗ id+2,boxId)),
temp_1 = crossProduct(tA−tC,r−>direction),
temp_2 = crossProduct(tA−tB,tA−(r−>origin));
float
detA = (tA−tB) ∗ temp_1,
distance = ((tC−tA) ∗ temp_2)/detA;
if(distance <= minDistance || distance >= maxDistance)
return make_vec3(−1.0f,−1.0f,−1.0f);
float
beta = ((tA−(r−>origin))∗temp_1)/detA;
if(beta < 0.0f)
return make_vec3(−1.0f,−1.0f,−1.0f);
float
gamma = ((r−>direction) ∗ temp_2)/detA;
if(0.0f <= gamma && (beta+gamma) <= 1.0f)
return make_vec3(distance,beta,gamma);
return make_vec3(−1.0f,−1.0f,−1.0f);
}

18

4.4. The Ray Tracing Program

4.4. The Ray Tracing Program
The ray tracing program itself is extremely straight forward. Here, we want to give a short pseudo-code
snippet only, which should serve as a programming pattern for a simple ray tracer for the GPU (note:
this is pseudo-code):
Listing 4.4: Simple ray tracing program for the GPU. Here, we do not consider higher than 1st order rays.

1. read in the scene
2. build up data structures for the rendering process (octree,...)
3. transfer data to the GPU
4. allocate memory for the image
5. render the image: for each pixel (i,j) do {image(i,j) <− GPUgetRayColor(i,j)}
5’. optional: apply supersampling method
7. write image to output/disk
==================================================================================
RGBColor GPUgetRayColor(int i, int j) {
vec3 pixelCoordinate <− compute3DCoordinate(i,j)
vec3 rayOrigin <− cameraPosition
vec3 rayPropagationDirection <− pixelCoordinate−rayOrigin
ray r <− make_ray(rayOrigin,rayPropagationDirection)
(boxId,id,hitPoint) <− GPUgetNearestTriangle(r)
RGBColor color <− make_rgb(0.0f)
if(boxId == valid) {
1. determine material properties for triangle (boxId,id)
2. compute normal vector at hitPoint using barycentric coordinates
3. color <− evaluate (phong’s) lighting equation
} else {
color <− backgroundColor
}
return color
}

4.5. Compiling the Ray Tracing Program
For the program compilation process we provide a Makefile which is of the following form:
Listing 4.5: Makefile for compiling the ray tracing program on the cuda01 GPU node at Freie Universität Berlin.

CC = g++
CFLAGS = −O3 −march=native −fopenmp −Wall
−I/export/local−1/public/NVIDIA_GPU_Computing_SDK4.0/C/common/inc
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NVCCFLAGS = −O3 −arch=sm_13 −−use_fast_math −maxrregcount=32 −Xcompiler="−fopenmp"
−I/export/local−1/public/NVIDIA_GPU_Computing_SDK4.0/C/common/inc
LDFLAGS = −lcudart
−L/export/local−1/public/NVIDIA_GPU_Computing_SDK4.0/C/common/lib64
headers = ∗ .h
objects = rt.o parser.o scene.o camera_gpu.o camera_cpu.o
rt.x : $(objects)
$(CC) $(CFLAGS) −o $@ $(objects) $(LDFLAGS)
rt.o : rt.cpp $(headers)
$(CC) $(CFLAGS) −c $<
parser.o : parser.cpp $(headers)
$(CC) $(CFLAGS) −c $<
scene.o : scene.cpp $(headers)
$(CC) $(CFLAGS) −c $<
camera_cpu.o : camera_cpu.cpp $(headers)
$(CC) $(CFLAGS) −c $<
camera_gpu.o : camera_gpu.cu $(headers)
nvcc $(NVCCFLAGS) −c $<
clean :
rm −f ∗ .o ∗ .x ∗ .linkinfo

4.6. Using the Ray Tracing Program
To get information on how to use the program, type in ./rt.x or ./rt.x --help. This will list the
most relevant options/command line parameters for setting up the scene: You will need to specify the
*.obj-file containing the triangles the scene is made up of. You will need to specify light positions;
You will need to specify the camera setup; etc. Fortunately you can also write a *.cfg-file containing
all these information—we provide 4 such files for our ‘debug-scene’ and for the kingsTreasure-scene
from http://www.3drender.com/challenges/index.htm [1]. The general structure of such
a *.cfg-file is as follows:
Listing 4.6: General structure of the *.cfg-files; here we show the setup_kingsTreasure_1.cfg-file.

OBJ=./KingsTreasure.obj
LIGHT=−40.0/30.0/40.0//1.0/0.9/0.8
LIGHT=20.0/20.0/−20.0//0.6/0.4/0.2
AMBIENT_LIGHT=0.3/0.3/0.3
CAMERA=8.0/9.0/16.0//−1.0/−0.5/−2.0
CAMERA_RESOLUTION=2048/2048
CAMERA_VIEWING_ANGLE=60.0
CAMERA_SUPERSAMPLING=4
ARCH=GPU
CUDA_DEVICE=0

//
//
//
//
//
//
//
//
//
//

location of the ∗ .obj file
light 1
light 2
ambient light
camera position
resolution of the image
viewing angle
supersampling factor
we want to use the GPU
we want to use CUDA device 0

To actually run the program, type in ./rt.x CONFIG=./setup_kingsTreasure_1.cfg. You
can also combine setup information from a *.cfg-file with command line arguments. If you want to
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use, for instance, 4 CUDA devices for computation, type in
./rt.x CONFIG=./setup_kingsTreasure_1.cfg CUDA_DEVICE=0/1/2/3

The output of the program on the cuda01 GPU node at Freie Universität Berlin (Computer Science
Institute) should be as follows:
SCENE (INFORMATION):
====================
use file: ./KingsTreasure.obj
scene extent: (x=−160.179,y=−38.9074,z=−339.858) (x=186.814,y=158.764,z=112.949)
number of triangle: 278230
number of bounding boxes: 8266
maximum number of triangles per box: 128
SCENE (AMBIENT LIGHT):
======================
ambient light: (r=0.3,g=0.3,b=0.3)
SCENE (LIGHTS):
===============
number of light sources: 2
light 0: (r=1,g=0.9,b=0.8) at (x=−40,y=30,z=40)
light 1: (r=0.6,g=0.4,b=0.2) at (x=20,y=20,z=−20)
CAMERA (INFORMATION):
=====================
position: (x=8,y=9,z=16)
view direction: (x=−0.436436,y=−0.218218,z=−0.872872)
viewing angle: 60 degrees
resolution: (x=2048,y=2048)
super sampling: 4
RENDERING:
==========
start rendering using the GPU...
thread 3: use GPU Tesla C1060, cudaDevice 3
thread 2: use GPU Tesla C1060, cudaDevice 2
thread 0: use GPU Tesla C1060, cudaDevice 0
thread 1: use GPU Tesla C1060, cudaDevice 1
thread 0: did errors occur: no
thread 1: did errors occur: no
thread 3: did errors occur: no
thread 2: did errors occur: no
elapsed time (overall): 288.996 seconds
thread 0: elapsed time (kernel): 120.092 seconds
thread 1: elapsed time (kernel): 193.734 seconds
thread 2: elapsed time (kernel): 286.668 seconds
thread 3: elapsed time (kernel): 231.304 seconds
OUTPUT:
=======
write output to ./out.ppm...done

If you want to use the CPU for computations, type in ./rt.x CONFIG=./your_config.cfg
ARCH=CPU NUM_CPU_THREADS=32, for instance.
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For benchmarking we use the following hardware:

Cores
Clock-rate
Memory
Memory Bandwidth

Intel Core i7-920

Nvidia Tesla C1060

Nvidia Tesla M2090

4(+4 Hyper-Threading)
2.67GHz
12GB
25.6GB/s

240
1.30GHz
4GB
102GB/s

512
1.30GHz
6GB
177GB/s

Table 5.1.: Some information on the hardware used for benchmarking.

The Intel Core i7-920 serves as the reference host System (running a 64-bit Debian Linux operating
system). The host systems for the Tesla boards are equipped with Intel Xeon E5520 and Xeon E5620
quad-core CPUs, respectively. Both machines run a 64-bit Linux operating system (Debian Linux for
the Tesla C1060, and Scientific Linux for the Tesla M2090).
Host codes are compiled using the g++-4.7.1 with compile flags -O3 -march=native -fopenmp
-Wall. GPU codes are compiled using the nvcc compiler wrapper (version 4.1 and 4.2, respectively)
with compile flags -O3 -arch=sm_13 --use_fast_math -maxrregcount=32. For GPU benchmarking CUDA 4.1 and 4.2 is used, respectively.
For the benchmarking procedure we use the kingsTreasure-Scene (see Section 4.6), as it is rather
complex and contains many reflective triangles. Images of this scene are created with resolutions
(n × n) ∈ {(128, 128), (256, 256), (512, 512), (1024, 1024), (2048, 2048), (4096, 4096)}. For all images
created in this way, the camera position is the same, and thus computations are comparable.
On the part of the GPU, we also compare runtimes for computations using texture memory with those
not using texture memory. In addition we compare the performance of a multi-GPU implementation
with the performance of a single-GPU implementation.
The results are as follows:
• According to Fig. 5.1, the Tesla C1060 performs about a factor 6 faster than the Core i7-920 if n
becomes large. The Tesla M2090 is faster than the Core i7-920 by about a factor 23 for large n.
• It can be also seen from Fig. 5.1 that using texture memory increases the performance significantly (the performance gain on both the Tesla C1060 and the Tesla M2090 is about a factor
1.4).
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• From Fig. 5.2 we can see that using up to 4 GPUs can make the overall computation time becomes
smaller by about a factor 3. An important point to note is that the overall computation time we
used for speedup calculations is given by the maximum computation time for the slices the
image was divided into. Depending on the complexity of scene for these slices computations
take different amounts of time.

Execution Times per n × n Image

Execution Time in Seconds

1M

Intel Core i7-920 (32 Threads)
Nvidia Tesla C1060 (Texture Memory)
Nvidia Tesla M2090 (Texture Memory)
Nvidia Tesla C1060 (no Texture Memory)
Nvidia Tesla M2090 (no Texture Memory)

100k
10k
1k
100
10
1
0.1

64

128

256

512

1024

2048

4096

8192

n

Speedup over Core i7-920

40

Speedup over Core i7-920 (32 Threads) for an n × n Image
Nvidia Tesla C1060 (Texture Memory)
Nvidia Tesla M2090 (Texture Memory)
Nvidia Tesla C1060 (no Texture Memory)
Nvidia Tesla M2090 (no Texture Memory)
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n
Figure 5.1.: Execution times and speedups for the creation of an image of size n × n. Here we used an Intel Core i7-920
quad-core CPU and Nvidia Tesla C1060 and Tesla M2090 GPUs.
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Multi-GPU: Speedup over Single GPU for an n × n Image
Tesla C1060

Tesla M2090
4

4

2 × Tesla M2090
4 × Tesla M2090

Speedup over Single GPU

Speedup over Single GPU

2 × Tesla C1060
4 × Tesla C1060
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Figure 5.2.: Execution times and speedups for the creation of an image of size n × n. We used Nvidia Tesla C1060 and Tesla
M2090 GPUs for the multi-GPU setups.
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A. Some Images
Here, we want to display some images that were rendered using our GPU ray tracing program. For the
images created we used the setup_own_1.cfg, setup_own_2.cfg, kingsTreasure_1.cfg
and the kingsTreasure_2.cfg setup files (they are included in the *.tar.gz file). The setup_
own_1.cfg scene serves as a ‘debug-scene’ as it is quiet simple and contains reflective and transparent
triangles.

Figure A.1.: ‘Debug-scene’: In the first image reflection and transparency both are disables. In the second image reflection is
enabled whereas transparency is disabled. In the third and the fourth image both reflection and transparency are enabled.
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Figure A.2.: The kingsTreasure-scene. The images were rendered on the cuda01 GPU node using 4 GPUs (resolution: 1024 ×
1024; supersampling factor: 4). We used the setup_kingsTreasure_1.cfg and setup_kingsTreasure_2.cfg
config files.
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